Clinical Research Stata Exercise May 22, 2007

Kathy Welch, CSCAR
Note: You can download the dataset used for this example, group123.txt, plus the demo.dta file used for Myra’s session, plus Myra’s handout on Stata, and the class exercise using Stata from my web page. Go to the Clinical Research Lab section on my web page below the introductory material.

http://www.umich.edu/~kwelch
To do the class exercise, you first need download the dataset, group123.txt, and then define a working directory for Stata. To do this, create a folder on your desktop called stata. Then change directories to that folder using the cd command as illustrated below. 
(Note: commands that were typed in Stata have a period before them in this handout. You don’t type the period. I am using my uniqname here, but you would use your uniqname.)

. cd “C:\Documents and Settings\kwelch\Desktop\stata”

If you have problems getting Stata to accept this command, you can double-click on your stata folder, and copy and paste the folder name into your Stata command, being sure to enclose the path name in quotes.
Now, set up a log file that will capture your commands. This will save a text file called mylog.log.
. capture log using mylog , text replace
Note: the output in this handout is basically from the mylog.log file that was saved after issuing the capture command and later opened and edited using Microsoft Word.

Now, read in the data from the .txt file. This file contains information for all three groups, and was combined in Excel and then saved as a Text (Tab delimited) file in Excel.
. insheet using group123.txt

(9 vars, 28 obs)

Get summary statistics for all of the numeric variables. Note that the character variables (sex and birthstate) appear here, with Obs = 0. They are really there, but just not included in the descriptive statistics.

. summ

    Variable |       Obs        Mean    Std. Dev.       Min        Max

-------------+--------------------------------------------------------

       group |        28    1.892857    .8317445          1          3

          id |        28    326.6786    475.4283          1       1009

         sex |         0

    heightin |        27    64.74074    3.849002         57         73

    weightlb |        20      142.85    28.60673        107        220

-------------+--------------------------------------------------------

    daybirth |        27    16.44444    8.736895          2         30

    monbirth |        27    6.740741    2.942952          2         11

   yearbirth |        27    1970.556    6.755814       1953       1979

  birthstate |         0

Generate the new variable called birthdate. Note that the handout was incorrect. You want to supply the month variable first, then the day variable, then the year variable.

. gen birthdate = mdy(monbirth,daybirth,yearbirth)
(1 missing value generated)

. format birthdate %d
Get a tabulation of birthdate. This shows us that each birthdate occurs only once for the 27 cases having information on birthdate.
. tab birthdate

  birthdate |      Freq.     Percent        Cum.

------------+-----------------------------------

  25nov1953 |          1        3.70        3.70

  14feb1961 |          1        3.70        7.41

  11aug1961 |          1        3.70       11.11

  22jun1962 |          1        3.70       14.81

  14apr1963 |          1        3.70       18.52

  19aug1963 |          1        3.70       22.22

  20aug1963 |          1        3.70       25.93

  14may1964 |          1        3.70       29.63

  17oct1969 |          1        3.70       33.33

  12apr1971 |          1        3.70       37.04

  02may1971 |          1        3.70       40.74

  16jun1972 |          1        3.70       44.44

  02oct1973 |          1        3.70       48.15

  07oct1973 |          1        3.70       51.85

  27feb1974 |          1        3.70       55.56

  30jul1974 |          1        3.70       59.26

  02apr1975 |          1        3.70       62.96

  08aug1975 |          1        3.70       66.67

  29aug1975 |          1        3.70       70.37

  30sep1975 |          1        3.70       74.07

  13nov1975 |          1        3.70       77.78

  16feb1976 |          1        3.70       81.48

  27nov1976 |          1        3.70       85.19

  28jun1977 |          1        3.70       88.89

  06sep1977 |          1        3.70       92.59

  15feb1978 |          1        3.70       96.30

  18jun1979 |          1        3.70      100.00

------------+-----------------------------------

      Total |         27      100.00

Generate the new variable called datetoday, so we’ll have today’s date. Note that I created the variables daytoday, montoday, and yeartoday first, used the mdy function to glue them together into a date, and then formatted the new variable datetoday with the %d format. The variable datetoday will be the same for every case in the data set.
. gen daytoday = 22

. gen montoday = 5

. gen yeartoday = 2007

. gen datetoday = mdy(montoday,daytoday,yeartoday)

. format datetoday %d

Generate the new variable, age. This is done by subtracting birthdate from datetoday, which gives us how old each person is in days. Then, we divide by 365.25 to get the age in years. Then, we truncate the result, using the trunc function, so the ages will be integers.
. gen age = trunc((datetoday - birthdate)/365.25)
(1 missing value generated)

. tab age

        age |      Freq.     Percent        Cum.

------------+-----------------------------------

         27 |          1        3.70        3.70

         29 |          3       11.11       14.81

         30 |          1        3.70       18.52

         31 |          5       18.52       37.04

         32 |          2        7.41       44.44

         33 |          3       11.11       55.56

         34 |          1        3.70       59.26

         36 |          2        7.41       66.67

         37 |          1        3.70       70.37

         43 |          3       11.11       81.48

         44 |          2        7.41       88.89

         45 |          1        3.70       92.59

         46 |          1        3.70       96.30

         53 |          1        3.70      100.00

------------+-----------------------------------

      Total |         27      100.00

We use the formula to generate bmi from weightlb and heightin. 
. gen bmi = weightlb*703/heightin

(8 missing values generated)
Using my own advice, I checked the distribution of bmi using the summ command.

I see that I used a completely wrong formula for calculating bmi! These values are way too high. 

. summ bmi

    Variable |       Obs        Mean    Std. Dev.       Min        Max

-------------+--------------------------------------------------------

         bmi |        20      1576.8    330.1438   1193.984    2535.41
I know the values of bmi should be between about 15 and 45. So, I have to get rid of this variable and recreate it. To get rid of bmi, I use the drop function.

. drop bmi
After looking up the formula for bmi on the web, I recreated it, using the *correct* formula below. These values look much better! The formula is bmi = (weight (lb) / [height (in)]2 ) x 703. The distribution of this new variable looks much better! 
. gen bmi = (weightlb/heightin^2)*703

(8 missing values generated)

. summ bmi

    Variable |       Obs        Mean    Std. Dev.       Min        Max

-------------+--------------------------------------------------------

         bmi |        20    24.84258    5.846722    18.7926   41.56409

I also created a histogram of bmi, which is shown below. The distribution is very skewed.
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We can also look at what is essentially a discrete histogram by sex, using the following commands:

. histogram bmi, discrete by (sex)
These discrete histograms essentially show you each value that occurred. It is not very informative when the number of participants is small. 
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Next, we generate a dummy (or indicator) variable for female. This new variable will have a value of zero for males (i.e. the non-females) and a value of 1 for females. We check this using the tab command, and compare it to sex.
. gen female = sex =="F"

. tab female

     female |      Freq.     Percent        Cum.

------------+-----------------------------------

          0 |          6       21.43       21.43

          1 |         22       78.57      100.00

------------+-----------------------------------

      Total |         28      100.00

. tab sex

        Sex |      Freq.     Percent        Cum.

------------+-----------------------------------

          F |         22       78.57       78.57

          M |          6       21.43      100.00

------------+-----------------------------------

      Total |         28      100.00

Now, I want to generate a dummy (or indicator) variable called Michigan. I made a mistake here. I needed to use  == in the syntax. The second try on creating this variable worked.
. gen Michigan = birthstate = "MI"

invalid syntax

r(198);

. gen Michigan = birthstate == "MI"

. tab Michigan

   Michigan |      Freq.     Percent        Cum.

------------+-----------------------------------

          0 |         23       82.14       82.14

          1 |          5       17.86      100.00

------------+-----------------------------------

      Total |         28      100.00

. tab birthstate

 Birthstate |      Freq.     Percent        Cum.

------------+-----------------------------------

         AK |          1        3.70        3.70

         AL |          1        3.70        7.41

         CH |          1        3.70       11.11

         CO |          1        3.70       14.81

      Czech |          1        3.70       18.52

      Egypt |          2        7.41       25.93

    Germany |          1        3.70       29.63

         IL |          2        7.41       37.04

      India |          2        7.41       44.44

     Israel |          1        3.70       48.15

      Korea |          1        3.70       51.85

         MI |          5       18.52       70.37

         NE |          1        3.70       74.07

    Nigeria |          1        3.70       77.78

         OH |          3       11.11       88.89

         OT |          1        3.70       92.59

    Romania |          1        3.70       96.30

         TN |          1        3.70      100.00

------------+-----------------------------------

      Total |         27      100.00

Here is the correlation between heightin and weightlb. They are not very highly correlated at all! The correlation is .0822, which is very small. Note that perfect positive correlation is 1.0, and perfect negative correlation is -1.0. I have a correlation that is very close to zero.
. corr heightin weightlb

(obs=20)

             | heightin weightlb

-------------+------------------

    heightin |   1.0000

    weightlb |   0.0822   1.0000

Here is a regression analysis. The dependent variable is weightlb and the predictors are heightin and female. So, I am trying to predict weight in pounds, based on height in inches and whether the person is a female or not.
The results from the regression analysis are shown below. Note that the overall model is not significant, F(2,17) = 0.06, p=.9427. The R-squared of .0069, is tiny (the highest possible value of R-squared is 1.00) and the adjusted R-squared is actually negative (-.1099)!  This indicates that my model is doing basically nothing to predict weight. Neither heightin nor female is a significant predictor, after controlling for the other variable (p-value for heightin = .791, p-value for female = .958). Also note that data from only 20 people can be used for this regression analysis.
. reg weightlb heightin female

      Source |       SS       df       MS              Number of obs =      20

-------------+------------------------------           F(  2,    17) =    0.06
       Model |  107.605087     2  53.8025437           Prob > F      =  0.9427
    Residual |  15440.9449    17  908.290877           R-squared     =  0.0069
-------------+------------------------------           Adj R-squared = -0.1099
       Total |    15548.55    19  818.344737           Root MSE      =  30.138

------------------------------------------------------------------------------

    weightlb |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

    heightin |   .5669629   2.110396     0.27   0.791    -3.885583    5.019509

      female |  -1.038232   19.40496    -0.05   0.958    -41.97911    39.90265

       _cons |     107.48   143.2465     0.75   0.463    -194.7437    409.7037

------------------------------------------------------------------------------

Some plots are shown below. Note that the plots were not included in the log file. I had to save them as .tif files and then insert them into this document. 

The first plot is a plot of the residuals from the regression vs. heightin. It shows that the regression has removed any linear relationship between weightlb and the predictor, heightin. The fact that we have a yline at 0 is used simply for a reference line.
. rvpplot heightin, yline(0)
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The second plot is a plot of the residuals from the regression vs. the predicted (or fitted) value. We look at this plot to see if the residuals have about the same amount of variability at each of the predicted values. There is pretty much no pattern, so we are happy. The variance appears to be about the same at each point along the x-axis. In fact, this plot looks about the same as the previous one, and is not very interesting.
. rvfplot
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I now want to save the data set. To do this, I go to the File Menu at the top and select File…Save…and save the data. The commands to save the data set were automatically included in my log file, and are shown below.
. save "C:\Documents and Settings\kwelch\Desktop\stata\group123.dta"
file C:\Documents and Settings\kwelch\Desktop\stata\group123.dta saved

I also decided to tabulate group, to see how many people were in each group. Here you can see that there were 11 people in group 1, 9 people in group 2 and 8 people in group 3. 
. tab group

      Group |      Freq.     Percent        Cum.

------------+-----------------------------------

          1 |         11       39.29       39.29

          2 |          9       32.14       71.43

          3 |          8       28.57      100.00

------------+-----------------------------------

      Total |         28      100.00

Finally, I closed the log file.
. capture log close
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